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A Survey on Parallel Deep Learning
JinYi Yoon', JiHo Lee", Nayoung Han", HyungJune Lee’
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2~=(Task) 5 2|3} 218l A17d(Neural Networks)o] #HZlel| wz}, A173] AlZ(Layer)} Z}=2}7|E](Parameter)
7F woAWA AL ARl VsEe] sFsalAEE sldck ol#dt 2 FRe] A4 (Deep Neural
Networks, DNNs)o] dH34Ql 2] 71715lA 528 4 9l& b olg} 2l (Leamning)S 715317] $13l
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ABSTRACT

Deep learning has been widely used in various fields, especially leading drastic development in the
state-of-the-art technologies such as natural language processing, speech recognition, image classification, feature
extraction, or machine translation. As the massive data and intricate tasks necessitate enlarged neural networks,
the number of layers and parameters in neural networks become tremendous, resulting in great performance of
compute-intensive  technologies. To make large-scale deep neural networks(DNNs) scalable over
resource-constrained devices and accelerate learning, some parallelization approaches have investigated under the
name of federated learning. In this survey, we introduce four parallelism methods: data parallelism, model

parallelism, hybrid parallelism, and pipeline parallelism.
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H2d 2= e Neuron) &2 A4 =A3)E= Al
737K (Neural Networks)S 17| A3t S5A]7]
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2] 578 ARdEe] HEE AEE 5 ole A%
(Federated Learning)ell 3k &7} A|gks] . glcfel,
o] A7 sk Aol 2 I, e wdE E3ds)
o] ofe] the] tirle] oA ARl wH, A

(Scalability)o ]} 3 &w2] ARS 7|E 4= 9lck
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B 1. A% W9l £
Table 1. Types of federated learning
Divide Training Divide Neural Pipeline
Data Network Scheduling

Data Parallelism

Model Parallelism -

Hybrid Parallelism -

Pipeline Parallelism

2 e el go)
Table 2. Translated terminology
= 37 ] #7]
AF Ae Artificial Intelligence, Al
71A &5 Machine Learning
A=A} Deep Ne]t;r;\IINIS\Ietworks,
A7k Neural Networks
A% Federated Learning
dlole] W& Xz 74 Data Parallelism
wd we Ay 71y Model Parallelism
slolBe|= WE Az 7y Hybrid Parallelism
sol=zzlgl W Az] 7y Pipeline Parallelism
A8 Under-utilization
Axs} Backpropagation
ZvF A< Forward Pass
S} Ak Backward Pass
&4 Loss
AL Gradient
73k Gradient Descent
FA7 AAu Convolutional Neural
Networks, CNNs
FE Convolutional Layer
oA A A= Fully Connected Layer,
Dense Layer
AR A¥ 4 Rectified Linear Unit, ReLU
A% Over-fitting
kg Optimizer
7] Weight
Eayz IR Staleness
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(b) An overview of model parallelism
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(d) An overview of pipeline parallelism
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HAH dlele] ¥4 daElFe] FQsirla oA,
PSGD'o M= WEA] &g AAlsl(Parallel
Stochastic Gradient Descent)2- #|2Fs}oit}. PSGD=
A e AARPS F oshuE, 4 ZRAA
(Processor)”} =3)&F &4 A AH-E vt
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ol Hgtsirt. o] 2 glsl] Aol 3]-8(Fault Tolerance)
S RASkw 8o)3k =2 T3iv(Programming)®] 7}
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T3 5 glerd wme] E7)(Memory Locking)
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A9l 9] WA o) A2 Aol 7rke 74

3R] o2 7dfellis A W darE|Folck
MALT™ = W22 dlole] Hele] &84 /S
Qs APl Az 2o Be|g]olck MALT= 1§ 2
o} 3ro] 7]& ] A= ol i) 71A Fr Az e
(Software) 55 533l WA dloJe] A& 715
5}71] shoick w8k 71| Shepellx]e] A<l we]
s S8l AWAkEe] dlolele] 558 IET
e Al5e Ak e g
API(Application Programming Interface)& #|-5-3F
MALT  2fo]HE|e]| Else]l~e o
RDMA(Remote Direct Memory Access)2] 24 w|
2 Ml EAS o83l vENZ ZeAA
(Processing) H]E&-3} EA](Transmission) ¥]-&-S 74
Al At 13y MALTH A 2] ~ZeKScalar)Z 25
=) H]%hel Al (Byzantine Failures)”} "HA33)8- o o]
= WAL ok Aol Sl
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(Traveling Salesman Problem, TSP)el] ©lo]e] ¥&
A2l Age Fesch A2 el A A5
(Ant Colony Optimization, ACO)= 2|81 FA2]
|-l vk o ® ALgEgl=dl, MNATS 7|HEe R
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22 o] B2 & eAlE vhdek spx|Rt Aiv) Ak
F A sl Ao WEA] ez Aele] AT uhge |
we] AT =] EelSAold Y= tlomxls
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% _E
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Vector Object Library

dSTORM
(Distributed one-sided remote memory)

HDFS/NFS (for loading training data)

—
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a2 2. MALT F2[14]
Fig. 2. The architecture of MALT[14]
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/ Threads l l l l l
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[ Probabilities | [ 01 [ 07 [ 015 | [ 025 |
[ Tabutise |[ 0 [ o [ 1 [ . ] 1]

[ 075 ]

Multiplication
| o [ o Joos]

a2 3. Az A" drelxe] WEA dele Az[15]
Fig. 3. Data parallelism approach on the tour
construction[15]

(Warp Divergence) 52| A7} 2lich |5 w83}
7] S8, ACO-DPA= 2 %% o] GPUCIA9] ¥
Al dlole] AMelE Z8sle] sldstas} 313

53] AR A AY 28448 Folax) sk
2 3049} #o] °49L7H‘3](Queen Ant)e} L7lv

(Worker Ant) 5 F-72] 7Hul7} 9lar, 7 ~el= &5
<= ofselel ef-g_iet. A "EﬂE ESollAl= LA
plEe] AR AAS 913 ARE FAska HE &5

AL o e ZE =S etk AopeR, A
P& 59l 9= 3] CPUE AH3ISlS 40
o} o 28X4S Elasich

Zefut Uit Sk wdelx] gy vt W
A%, Slel e §715kske shgeld 2 enlslss}
AT 5 gl7] el Hele] W Al e slek
vlE)E Th717) ofgiek sa, Agle] R Tlule]
Ao]]/q‘— = :Iif-n‘/] n\ﬂl ° 3_]—/\61— 0}14_ 6]-7;]];(4
o] SIEle T, 3 3ol wlole] W A2l s]el 3
& AT sofsie] gelsieick

V. 29 @ M2 I

24 W A 7]
224 (Scalability) <

2 28 1(b)ellxle} o] F=
flsted Al SR Hule]

# 3. dlele] B2 A2 714l et 2o
Table 3. A summary of data parallelism

ol ofed ) o wde pasiel
g 545 wlofE] WAEL FAow o
-%— Z‘_]_z‘sg'éﬂ—l:]. UC—IEI I:I:leﬂ X%E] 7]1:!4_,] H/K]. l:]a]%
swelzh AgEel |(Bdge) Flutol B E
shgo] Fhsale] s, Eo] Fhedt WaEE AAT
o}, Wl o] Qake ole] tlulelsgelA U
of Aalgrozs o tiulelze] AgHE A2kl
=43¢ SRk Wk o2} Q4L sl E(Overhead)
= 4 £
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E

T flo T o

2 Aol Hksta el el el
wRap] fla) o] nes SKsssl o
F317] S18ll ImageNed'™} 31-& th5=2] CPU, GPU
of walg sl R SReg s Pew
A oleldt S WAL Megatron-LM),
GNMIP} 7-8- Ajede] #J2), A7 714 W] 5
thekrh Holelld 484 &= qlrk o], = W
AHelellxlz melle] slepule|go] ok 71715l &
o] Qlar = FEAQ] WE A2E 93 vl
Ael wpAl o sinlE S qfelol=xA e} ol
ole] tiujol Aol WHE A3t wel, H4l 5}
2ulelr} ofd oolsl SejulelE 27 He skl
E]e] ~H| U] (Staleness) AL Sy S s AR
ks T8 FRprlE S wste] fdlo|Eshe A
55 s3] $1g WakEe] STRADS ellA] A=
ek

AR Qe A Skl TR
=o17] S8l o] w2 oo 5]
E71)8 Aot ImageNed'™-- 22,00071] 7|
FE7F e waare] olu|x & FAE dlolelAle
2, 0% s3] 915 GPUS AHgstol o] 2 i
2] Ay 417" (Convolutional Neural Networks,
CNNs)& 37417171 913 A=2e- s A8 +
23l AlexNet*'5 Alqkstodh ol 4% AwE
o]-83k dlol® 7 719l 7FeAS AlAEith=

Paper Problem Methodology
PSGD"! To find distributive data analysis Each processor runs SGD on local copy of parameters
algorithms and then aggregate the solution by a master-routine
Hogwil 13! To solve the performance destroying Processors are can access to shared memory

from memory locking and synchronization

and update individual components of memory at the same time

To enable long running machine

Provide data-parallel simple machine learning framework

)‘ iq [ 7”4]
learning tasks of existing frameworks which has flexible API
ACO-DP" To apply GPU implementation of Data parallelism approach on tour construction stage
ACO(Ant Colony Optimization) for TSP P PP g
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1000 nerons

N —
—JJ L _JL_

2nd fylly-connected layer 4096 nerons
15t fully-connected layer 4096 nerons
Max-pooling layer Max-pooling

5t convolutional layer 256 kernels of size 3X3X192

4% convolutional layer 384 kernels of size 3X3X192

—

Max-pooling layer Max-pooling ]
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—
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—

Input 224 X 224 X 3 image ]

%l 4. AlexNer®] T3[19]
Fig. 4. The architecture of AlexNed19]
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o, 27H9] GPUelIA vlo] W2 Ae|slck we A
Zoll A7 418 fd(Rectified Linear Unit, ReLU)
5 AREsle] S 7SSl 58] Al wiael
T WA AlZFeld+=  LRN(Local  Response
Normalization)2 ARE-3le] o8] &S Folv 30|
w3}, FA3HOver-fitting) S WAIEH7] 3] W
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o, Azke] v 22 Hele mdlolel= g7} gtk
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operation of transformer layers[22]
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= w3 F5AS Sol7] S8l A RS
H(Latent Dirichlet Allocation, LDA)2 £3l] 7
7& 71«] ERHog it} STRADS= A%
(Schedule)®} <] 98 Z(Push and Pull)o]zh= F o
AR o]Foix] glr}. ~A=E|(Scheduler)= 2}
(Lasso) WAlS Zal AWorker)oll Al A= $-41
A} S8 eIELS AR 2 65 2l o
"Eﬂ(Master) o A Ee]RRE wke wdle] gle)
vEE -47%01]74] F418te “r*‘?'* RS o] Eghe)
AASE ARlEe] A3 i AE AEE
71x¢} mhelnle 24 ﬂul(cOmmn)ﬂD} °o] <=
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5 AP 4 9l o] 22 ZaA]l vlne &
Sow ey 2 FE A 2 ofl2]E(Error
Rate) 7} kg 35 °J%;A‘:‘r. 3125k STRADS= =
g vl wAER sk mdoul Aew S gjrls
FAZE s, AEAI} S ool AL} vhaE ZE
o] 24l oWsl= 2 ~H U (Staleness) wAE 3
Asko} GeRe BV olgle
“wefut S1e] A 2R el el Al o
wlol2s 7ke] BAlo] AlEl W=Link)7} alo] A1%)
T % gl MES =R WA e Qe o)
A3 wisiell, B Aol = Ao R 5
s 2k% 4 aleks A7k ZAE o] B oh
g, olx]  tule]xe]  mAlHl ARl o
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tuto]~se] ARIS FHA s &sbr] flsl, sk
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o

B 4. 24 3 A 7]l g 2oF
Table 4. Summary of model parallelism
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partial results

|Push| Dispatch the
parameters

O% 6. STRADSOIA Alz="l QlEjsle] o] AAAl 2
[24]

Fig. 6. Overall architecture of system interface in
STRADS|24]

o
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el HlelEl e 2t i) Foph Ao B
B3 A7) dfRh g
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& 5 gl A AR A7 glvk & 40ix] mdl
W A2 Zgel W EEEE Aelsle] 2
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V. §l0|HE|E HE xa| 7|

dlole] W Meuh mddl WY Xe]e} e 7]E9
Hd x| 7o S 53] S, E‘%ﬂ— oA
= 18 1) 2ol oz W A 7Hs Wit
gk slolHe|= W Ay 7S Alkslgdch =d
Y X2l E 59 2 FRe] Bde A8E 4 gle] Hle|
B W HeRks ARElE we] Erlsld s S
HolS wak oz}, =l B X2]e] AEg A =
gk og] 7)o dloJelE FAlol XElste] S5k
One Weird Trick®oA& AT AL 3¢
Al71e dlol W& 27| 7S ARSIt s A
o= AFEel A Ak g Aulsla
Q= Hh, Sk 94 A2 Ferg RS 2

Paper Problem

Methodology

AlexNet™

To classify highly challenging dataset

GPU based CNN model consists of
both convolutional and fully-connected layers

Megatron-LM| To train very large transformer models and MLP and self attention layer fuses groups of
@2 implement a simple and efficient intra-layer model two GEMMs, eliminates a synchronization point
G 23] Fixed-length vector is a bottleneck in improving the Basic encoder-decoder approach

performance of this basic encoder - decoder architecture

which learns to align and translate jointly

STRADS To design parameter scheduling,

prioritization algorithm for accelerating ML training

Scheduling algorithm to decide
which parameters to dispatch
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Fig. 7. The architecture of DDNN consisting of cloud,
edge, and end devices[27]
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Parameter Server
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srs @ W@ W

a2l 8. DistBelief] T-%[28]
Fig. 8. The architecture of DistBelief28)
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Table 5. A summary of hybrid parallelism
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Paper Problem Methodology Hybrid Combination
Data (in convolution
One Weird Dat llelism i lution 1 d
ne‘ 2651][ Train CNNs across multi-GPUs ata parafle 1s.m H% convolution fayers an layers) — Model (in
Trick model parallelism in fully-connected layers

fully connected layers)

Find the optimal point to change

An analytical framework

MP-DP* Data — Data + Model
from data-only to hybrid parallelism based on experimental measurements ata ata ode
DDNNZ Cloud, .e(.ige, end devices nefed to be | distributed .deep ne}lral network. framework Data — Data + Model
learned jointly as a one learning model with multiple local exits
.. . . Two large-scale distributed optimization
T distributed deep 1
DistBelief™ Arammg isanibuted deep eamll?g procedures: asynchronous parameter fetch |Data — Data + Model
with large-scale clusters of machines N
and batch optimization
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(a) Basic model parallelism based on mini-batch
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(b) Pipelined micro-batch in GPipe
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2l 2AIF oA (AAL viae A Ad
Aeh[29]
Fig. 9. An example of work schedule where each device
is in charge of the same colored blocks (boxes with full

line are forward passes and boxes with dotted line are
backward passes)[29]
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Fig. 10. Model partitioning and work schedule in
PipeDrean{30]
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